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In the Flexible Paxos work, we observe that Paxos is
conservative:

The summer of 2016 was buzzing with intern activity at
the VMware Research Group (VRG), working with all
the research team and with David Tennenhouse, Chief
Research Officer of VMware. In this paper, we give a
brief introduction to Flexible Paxos [4], one of the internship results. There were several other exciting outcomes;
internships are a great way to participate in driving innovation at VMware!
Flexible Paxos introduces a surprising observation
concerning the foundations distributed computing. The
observation revisits the basic requisites of Paxos [7, 8],
Lamport’s widely adopted algorithmic foundation for
fault tolerance and replication, and a pinnacle of his Turing award [1]. Since its publication, Paxos has been
widely built upon in teaching, research and production
systems.
Paxos implements a fault tolerant state-machine
among a group of nodes. At its core, Paxos uses two
phases, each requires agreement from a subset of nodes
(known as a quorum) to proceed. Throughout this
manuscript, we will refer to the first phase as the leader
election phase, and the second as the replication phase.
The safety and liveness of Paxos is based on the guarantee that any two quorums will intersect. To satisfy this
requirement, quorums are typically composed of any majority from a fixed set of nodes, although other quorum
schemes have been proposed.
In practice, we usually wish to reach agreement over a
sequence of commands, not one. This is often referred to
as the Multi-Paxos problem [3]. In Multi-Paxos, we use
the leader election phase of Paxos to establish one node
as a leader for all future commands, until it is replaced by
another leader. We use the replication phase of Paxos to
agree on a series of commands, one at a time. To commit
a command, the leader must always communicate with at
least a quorum of nodes and wait for them to accept the
value.

Each of the phases of Paxos may use nonintersecting quorums. Only quorums from different phases are required to intersect. Majority
quorums are not necessary as intersection is required only across phases.
Everyone in the field of distributed systems knows
that quorums in Paxos must intersect. So, what gives?
“The most useful piece of learning for the uses of
life is to unlearn what is untrue. ” Antisthenes
Flexible Paxos (FPaxos) shows that within each of the
phases of Paxos, it is safe to use disjoint quorums and
majority quorums are not necessary. FPaxos captures
a weaker requirement for quorum intersection than the
original algorithm, requiring only that quorums from different phases intersect. Using this weakening of the requirements made in the original formulation of Paxos,
FPaxos generalizes over the Paxos algorithm to provide
flexible quorums.
There are far reaching implications of this result.
Since the replication phase of Paxos is far more common than the leader election phase, we can use FPaxos to
reduce the size of commonly used replication quorums.
For example, in a system of 10 nodes, we can safely allow any set of only 3 nodes to participate in replication,
provided that we require 8 nodes to participate when recovering from leader failure. This strategy, decreasing
replication quorums at the cost of increasing leader election quorums, is referred to in the body of the FPaxos
paper as Counting Quorums.
The new strategy reduces latency, as leaders will no
longer be required to wait for a majority of participants
to accept proposals. Likewise, it improves steady state
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throughput as disjoint sets of participants can now accept
proposals, enabling better utilization of participants and
decreased network load.
In Counting Quorums, the price we pay for this is reduced availability as the system can tolerate fewer failures whilst recovering from leader failure. Surprisingly,
there is a specific case of counting quorums where there
is no cost at all: reducing the size of replication quorums by one when the number of acceptors is even. This
improves the performance and availability of steadystate replication phase, without hurting availability of the
leader election phase. In the above system of 10 nodes,
you would use sets of size 5 to form replication quorums,
and sets of 6 to form leader elections quorums.
Below, we additionally illustrate that there are quorum systems such as Group Quorums, in which FPaxos
allows us to decrease the quorum sizes of both phases.
In summary, by no longer requiring quorums from
the same phase to intersect, FPaxos has removed an important limit on the scalability and performance of distributed consensus.
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tem detects this and uses this phase to choose another node to take the lead.
• Replication phase In this phase, the leader replicates commands into the logs of other nodes and
decides when it is safe to call the commands committed.
The purpose of the leader election phase is twofold.
Firstly, we need to stop past leaders from changing the
state of the system. Typically, this is done by getting
nodes to promise to stop listening to old leaders. For
example, in Raft consensus a follower updates its term
when it receives a RequestVote RPC for a higher term.
The second purpose of the leader election phase is for the
leader to learn all of the commands that have been committed in the past. For example, in Raft the leader election mechanism ensures that only nodes with all committed entries can be elected to lead.
The purpose of the replication phase is to copy commands onto other nodes. When sufficient copies of a
command have been made, the leader considers the request to be committed and notifies the interested parties.
For example, in Raft the leader applies the command locally and updates its commit index to notify the followers
in the next AppendEntries.
We refer to the nodes who are required to participate in
each phase as the quorum. Paxos uses majority quorum
for both leader election and replication phases.

Background

Lamport’s Paxos alogrithm [7, 8] solves distributed consensus, the problem of reaching agreement in the face of
failures. It is a common problem in modern distributed
systems and its applications range from distributed locking and atomic broadcast to strongly consistent key value
stores and state machine replication.
Mulit-Paxos has been widely utilized within production systems such as Google’s Chubby [2] and Apache
Zookeeper [5] and shares its underlying approach with
other consensus algorithms such as Raft [12], Zab [6]
and Viewstamped Replication [11, 9].
We will now look at the approach that Mulit-Paxos
(and similar algorithms) take to solve distributed consensus. Readers should have some familiarity with at
least one consensus algorithm. Van-Renesse and Altinbuken [14] or Ongaro and Ousterhout [12] are good starting points.
For this discussion, we will consider Multi-Paxos in
the context of appending commands into a log, which is
replicated across a system of nodes. These commands
are then applied to replicas of an application’s state machine. This technique is known as state machine replication [13].
The underlying approach behind Multi-Paxos is that
we need the following two phases to commit commands:
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Flexible Paxos

The guarantee that is made by Multi-Paxos is that once
a command is committed, it will never be overwritten by
another command. To satisfy this, we must require that
the quorum used by the leader election phase will overlap
with the quorums used by previous replication phase(s).
This is important as it ensures that the leader will learn
all past commands and past leaders will not be able to
commit new ones.
Paxos uses majorities but there are many other ways
to form quorums for these two phase and still meet this
requirement. Previously, it was believed that all quorums
(regardless of which phase they are from) needed to intersect to guarantee safety.
Flexible Paxos (FPaxos) observes that this need not be
the case. It is sufficient to ensure that the leader election
quorums will overlap with replication phase quorums.
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• Leader election phase In this phase, one node essentially takes charge of the system, we call this
node the leader. When this node fails, then the sys-

Implications

We will now explore a few of the wide-ranging implication of this result.
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performance come at the cost of reduced availability?
We consider two types of availability: The ability
to learn committed commands and elect a new leader
(leader election availability) and the ability for the current leader to replicate commands (replication availability). Both types of availability are useful in their own
right. If the current leader can commit commands but
we cannot elect a new leader then the system is available until the current leader fails. If we can elect a new
leader but not commit new commands then we can still
safely learn all previously committed values and then use
reconfiguration to get the system up and running again.
In our first example, we used replication quorums of
size N/2 for a system of N nodes when N was even. This
both improves performance and is more fault-tolerant
than Paxos’s majority quorums. If exactly N/2 failures
occur, we can now continue to make progress in the replication phase until the current leader fails.
For different quorum sizes, we have a trade-off to
make. By decreasing the number of nodes in the replication phase, we are making it more likely that a quorum
for the replication phase will be available. However, if
the current leader fails then it is less likely that we will
be able to elect a new one.
However, the story does not end here.
We can be more specific about which nodes can form
replication quorums so that it is easier to intersect with
them. For example, if we have 12 nodes we can split
them into 4 groups of 3. We could then say that a replication quorum must have one node from each group. Then
when electing a new leader, we need only require any
one group to agree. This is shown in the Figure 4.
It is the case in both examples that 4 failures could
be sufficient to make the system unavailable if the leader
also fails. However, with groups is not the case that any
4 failures would suffice, now only some combinations of
node failures are sufficient (e.g. one failure per group).
There is a host of variants on this idea. There are also
many other possible constructions [10]. The key idea is
that if we have more information about which nodes have
participated in the replication phase then it is easier for
the leader election quorums to intersect with replication
quorums.
We can take this idea of being more specific about
which nodes participate in replication quorums even further. We could extend the consensus protocol to have the
leader notify the system of its choice of replication quorum(s). Then, if the leader fails, the new leader need only
get agreement from one node in each possible replication
quorum from the last leader to continue.
No matter which scheme we use for constructing our
quorums, we always have a fundamental limit on availability. If all nodes in the replication quorum fail and so
does the leader then the system will be unavailable (until

Counting quorums

Leader election
quorum

Replication
quorum

Figure 1: Example of counting quorums in a system of
12 nodes. The replication quorum size is 4 and the leader
election quorum size is 9
Firstly, we can now safely trade-off the quorum size
in the leader election phase for the quorum size in the
replication phase. We refer to this as counting quorums
and can express this as follows, where N is the number
of nodes, Qleader is the size of the leader election quorum
and Qreplication is the size of the replication quorum.
Qleader + Qreplication > N
For example, in a system of 6 nodes, it is sufficient to
get agreement from only 3 nodes in the replication phase
when using majorities for leader election. Likewise, it
is sufficient to get agreement from only 2 nodes in the
replication phase if we require that 5 nodes participate in
leader election. An example of this approach is shown in
Figure 4.
By reducing the number of nodes required to participate in the replication phase, we have improved performance in the steady state as we have fewer nodes to wait
upon and to communicate with. But has this improved
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a node recovers) as no one will know for sure what the
committed command was.
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Conclusion

In this paper, we have given a brief introduction to Flexible Paxos (FPaxos). FPaxos observes that each of the two
phases of Paxos may use non-intersecting quorums. This
generalisation enables the use of many interesting quorum constructions, removing an important limit on the
scalability and performance of distributed consensus. By
utilizing this result and with pragmatic system design, we
believe a new breed of scalable, resilient and performant
consensus algorithms is now possible.

Group quorums
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